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Abstract. The human motion analysis using wearable sensors such as accelerometer-
s and gyroscopes is one of the important issues in ubiquitous and wearable computing.
Inspired by a paper by Akiduki et al. that was released in 2018 concerning the classi-
fication of human gait motion accelerometer data, this paper attempts to classify that
same data using a convolutional neural network. In the original 2018 paper, a high de-
gree of separation was found between the data of the 13 recorded test subjects, suggesting
that classification purely by looking at the motion data is possible. For the purpose of
classification using the neural network, the given time series data is converted into three
matrices (equivalent to image data with three channels per pixel). Using these images as
input for a convolutional neural network, an accuracy of 100% was achieved in classify-
ing the subject number from previously unseen motion data.
Keywords: Time series data, Human motion, Machine learning, Time series imaging

1. Introduction. The human motion analysis generally includes the classification and/or
characterization of movements of any particular individual from the data. Akiduki et
al. [1, 2] have discussed the method of the classification and characterization of human
motion data. In the paper, accelerometer data from human gait motion is recorded by
placing four acceleration sensors on each of their 13 test subjects. The four sensors are
worn on the right lower leg, left thigh, lower back and left forearm on a subject, respec-
tively.

The method of Singular Value Decomposition (SVD) was used for investigation of the
data (see also Mishima et al. [3] and Kamio et al. [4]). In this method, linear algebra is
used to construct a data matrix out of the collected data and to extract intrinsic features
of that matrix. This was done in order to separate features that are similar between
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each subject and features that differentiate the subjects. Although insightful informa-
tion could be gained from this method, nowadays a more reliable and convenient way of
classifying labeled data is the use of neural networks. Neural networks and specifically
convolutional neural networks use machine learning algorithms to learn intrinsic features
of a labeled dataset and carry over that learned knowledge in order to make predictions
about previously unseen data [5]. The signal obtained from one axis of the accelerometer
sensors from the human gait experiments can be seen as a series of one dimensional values
recorded at different points in time, a so-called time series. While classification algorithms
for time series data do exist (for example, various forms of dynamic time warping [6, 7]),
a particular successful use for neural networks has been found in image/video recognition
[8].
In this paper, a method for transforming time series data into images, proposed byWang

and Oates [9] in 2015, is employed in order to extract inherent features of the data and
harness the power of modern computer vision techniques. This method involves converting
the data into three separate matrices: the Gramian Angular Sum Field (GASF), the
Gramian Angular Difference Field (GADF) and the Markov Transition Field (MTF). The
GASF and GADF matrices provide deeper insight into temporal relations between data
points while the MTF matrix obtains information about the dynamic properties of the
data (i.e., transition probabilities). These images can then be used to classify the human
gait acceleration data using a convolutional neural network. The aim of the network is to
be able to assign previously unseen motion data to its subject of origin with high accuracy.
After reliably assigning motion data to its subject of origin, future motivation for this
research is to be able to identify the differences between each subject’s walking motion.
The ultimate goal of human motion data analysis should be to investigate how humans
move and what about a person’s movement characterizes them and differentiates them
from someone else.
The paper is structured into a mathematical introduction to the GASF, GADF and

MTF methodology followed by an overview of the data collection process and a discus-
sion of the neural network implemented to classify the human gait acceleration data. A
discussion of the results followed by a concluding summary closes the paper.

2. Time Series Imaging Approach.

2.1. Gramian Angular Field. The concept behind the Gramian Angular Field as pro-
posed by Wang and Oates [9] is motivated by the Gramian matrix and a bijective polar
coordinate transformation.
For a bilinear form ⟨·, ·⟩ on a Euclidian vector space V with vectors (v1, . . . , vn) ∈ V

the Gramian matrix is given by

Gij = ⟨vi, vj⟩

⇒ G =

 ⟨v1, v1⟩ · · · ⟨v1, vn⟩
...

. . .
...

⟨vn, v1⟩ · · · ⟨vn, vn⟩

 . (1)

The Gramian matrix provides information about the linear dependency of the vi since
detG(v1, . . . , vn) > 1 implies that the vectors are linearly independent [10].
Given time series data with time series of the form X = {x1, x2, . . . , xn}, one can rescale

the time series to the interval [0, 1] by

x̃i =
xi −min(X)

max(X)−min(X)
, (2)
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and bijectively map it onto the polar coordinate space by ϕi = arccos(x̃i) for x̃i ∈ X̃,

ri =
ti
N

for ti ∈ N,
(3)

where N ∈ R is a normalization constant and ti are the time stamps of the time series.
This map is bijective due to the monotony of the inverse cosine function on the interval
[0, 1], i.e., the function values

[
0, π

2

]
. Inspired by the Gramian matrix of a bilinear form

two Gram-like matrices, the Gramian Angular Summation Field and the Gramian An-
gular Difference Field, with an angle-operation on the newly obtained polar coordinate
representation of the data are proposed:

GASFij = cos(ϕi + ϕj) = ⟨x̃i, x̃j⟩ −
√

1− x̃2
i ×

√
1− x̃2

j , (4)

GADFij = sin(ϕi − ϕj) = x̃j

√
1− x̃2

i − x̃i

√
1− x̃2

j . (5)

From the representation in Cartesian coordinates, it is evident that the two sum and
difference operations do not make bilinear forms since they do not fulfill the linearity
condition. However, the proposed matrices do preserve temporal relations of the data
and increase sparsity compared to using a regular Gramian matrix with the dot product.
To control the size of the matrices, Piecewise Aggregation Approximation [11] is applied
to the time series before the conversion.

2.2. Markov Transition Field. Besides the two Gram-like matrices, a third matrix
representation for time series data is proposed. In order to represent the dynamic features
of the time series data and yet still preserve temporal dependencies, an extension to a
Markov matrix is presented: the Markov Transition Field. By splitting a time series up
into quantile bins (the number of bins shall be denoted as Q), transitions between bins
can be counted and used as a measure for the dynamical movement of the data over time.

Thus, in a time series X, each xi ∈ X can be assigned into one quantile bin qj with
j ∈ [1, Q]. By treating the time series as a first order Markov chain, a Q × Q transition
probability matrix between the bins can be constructed:

W =

 w11 · · · w1Q
...

. . .
...

wQ1 · · · wQQ

 , (6)

where wnm denotes the transition frequency from bin qn to bin qm. After normalization
by

∑
j wij = 1, W is called the Markov Transition Matrix. To preserve temporal depen-

dencies in the time series, these transition frequencies are noted between every entry in
the time series, thus resulting in the Markov Transition Field:

MTF =

 wij|x1∈qi,x1∈qj · · · wij|x1∈qi,xn∈qj
...

. . .
...

wij|xn∈qi,x1∈qj · · · wij|xn∈qi,xn∈qj

 . (7)

The MTF includes the transition probabilities between every time series entry to itself
(main diagonal) and to every other entry. To control the size of this matrix, the blurring
kernel

(
1
m2

)
m×m

for an m×m patch of pixels is used.

3. Overview of the Data Collection and Preparation. The accelerometer data was
collected from 13 subjects including 10 men and 3 women aged (24.3 ± 4.3) years. The
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contents of the experiment were explained to the subjects and consent from each subject
to use the obtained data for research purposes was obtained.
Each subject wore a motion capture suit with 4 accelerometer modules (WAA-010,

ATR-Promotions Inc.) to measure the walking motion data attached to it. The positions
of these sensors as well as the used coordinate system are shown in Figure 1. The positions
of the four sensors are as follows: S1 at the right lower leg, S2 at the left thigh, S3 at
the lower back and S4 at the left forearm. The subjects were instructed to walk along a
15m straight line. The test was performed 5 times with varying conditions. The subjects
were instructed to walk the course twice at normal speed (cond. N1st, N2nd), then once
at slow speed (cond. S) followed by once at fast speed (cond. F ) and finally at normal
speed again (cond. N3rd). In this paper only data from the normal speed conditions (i.e.,
N1st, N2nd, N3rd) is used.

Figure 1. Wearable accelerometer modules. (a) and (b) show sensor set-
ting on a subject’s body, and (c) shows the accelerometer module and its
coordinate system. Description and image are taken from [1].

The motions of a subject can be collected as acceleration along with three-axis of local
coordinate on the sensor module:

(
SX, SY , SZ

)
shown in Figure 1(c). All signals from

the modules were sampled at 100 Hz and sent to the host computer from each sensor
module via Bluetooth. To identify human motion based on acceleration data, it is known
that it is necessary to examine the motion up to around 10 Hz, i.e., it suggests that higher
frequency bands are not necessarily required [12]. Then, to remove high-frequency noise,
the signals were filtered by 3rd-order Butterworth LP filter with a cut-off frequency of
12.5 Hz [13]. Finally, time series data corresponding to each gait cycle was clipped from
the walking data. The time series for about 20 gait cycles per each subject (Max. 27
cycles, Min. 18 cycles) were clipped from the whole walking data of each subject. Since
the length of one gait cycle was different for each subject, the clipped time series have
even lengths between by processing through an interpolation algorithm. In this paper,
the cubic spline algorithm was used. Moreover, we rescaled the time series to the interval
[−1, 1]. As the result, we obtained the (4 segments) × (3 axis) accelerometer data and
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Figure 2. Example of a gait cycle signal from sensor S2 being converted
into the GASF, GADF and MTF matrices. The gait cycle signal includes
measurements from all axes of the sensor in a row. The matrix size is the
full resolution (402× 402). The quantile size is Q = 20.

the length of clipped time series was 134. The number of gait cycles of all subject was
281. An example of one gait cycle data from S2 is shown in the top of Figure 2.

More details of the preparation of the data were explained in [1].

4. Convolutional Neural Network and Training Setup. In order to classify the
acceleration data by test subject, a convolutional neural network was used. The classifi-
cation classes in this case were to be the 13 different test subjects whose motion data was
recorded.

The motion data is given as a 281 × (134 × 4 × 3) matrix D [1]. Each column in the
matrix D is called a gait frame vector [1]. Each gait frame vector includes acceleration
data of one gait cycle (134 data entries) for every sensor (4 sensors) and axis (3 axes per
sensor). Hence the length of one such gait frame vector results to 134× 4× 3 = 1608.

For the {GASF, GADF, MTF} approach, it was decided that higher resolution matrices
would be beneficial for classifying the given motion data. A higher resolution matrix
contains more information for the neural network to learn. Similarly, since one gait frame
vector contains the signals of all sensors and all axes in a row (12 separate measured
datasets joined in one time series signal), reducing the matrix size would entail a blurring
over the “edge” of multiple independent sets of data and effectively distorting the true
information that was measured. Since computation time too was a decisive topic to think
about, it was suggested to use the data of only one sensor instead of all 4 for classification.
This reduces the length of one considered gait frame vector from 1608 to 402. For this
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paper, sensor S2 was chosen since its position on the thigh of the subject results in large
movement during one gait cycle (see Figure 1).
The conversion from the one gait cycle data to the GASF, GADF and MTF matrices

is shown in Figure 2.
Using only the S2 data, the dimensions of the input for the convolutional neural network

become (281× 402× 402× 3).
The structure of the neural network was largely adopted from a GitHub repository by

user kiss90 [14]. Changes include a different input size, introduction of batch normal-
ization, introduction of dropout layers and optimizations such as changing the pooling
layers and the optimizer. A schematic showing the layering structure of the network
is displayed in Figure 3. The structure resembles a fairly regular convolutional neural
network. It employs three convolution blocks consisting of a convolution layer, a batch
normalization layer, a maximum pooling layer and a ReLU-activation layer. In addition,
one fully-connected layer is placed before the final class identification layer. Dropout
layers after the first convolution block and just before the identification layer have been
added as well in order to improve network generalization. For information on the layers’
parameters, please refer to Figure 3. The network was constructed and trained using the
Keras deep learning library [15] running on top of TensorFlow [16] in Python. Since the
project by GitHub user kiss90 was entirely written in Caffe [17], only the structure was
used as an inspiration for the network while none of the code was taken.

Figure 3. Structure of the convolutional neural network used for classi-
fication of the acceleration data. The network was constructed using the
Keras [15] API with the TensorFlow backend [16].

To train the final network configuration, the data was randomly split into training and
validation sets with a ratio of 4 : 1, resulting in 224 training samples and 57 validation
samples. Adjustable hyperparameters for this network (learning rate, pooling strides, etc.)
were chosen using 5-fold cross validation. An interesting hyperparameter of this particular
network is the quantile size Q for the MTF matrix. Different sizes Q ∈ {5, 10, 20, 40, 60}
were tested to see its effect on network performance. Higher values for Q make for an
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MTF matrix with very little structure while very low values for Q end up making the
important features of the network stand out less. After some testing it was decided to
use Q = 20.

An example of the training progress can be seen in Figure 4. Since the two curves
remain very closely together in both graphs, the network seems to learn intrinsic features
of the data rather than overfitting. The maximum epochs of the training are set to 10,000
with an earlystop mechanism built in which stops the training should the validation-loss
not improve after 200 epochs. After the earlystop triggers, the best weights (i.e., those
with the lowest validation-loss score) are restored.

(a) Training loss vs. validation loss (b) Training accuracy vs. validation accuracy

Figure 4. Curves displaying the progression of the two metrics, loss func-
tion value and accuracy, during training of the neural network. The fitting
to the training data is shown in the light blue curves (thin lines) while the
evaluated performance on the validation data is shown in the orange curves
(thick lines). The loss function is categorical cross-entropy [18].

During this training the neural network learns how to classify the given data by itself
without providing intuitive information as to how this feat is achieved. Because of this,
the classification criteria for each data point are far less transparent than in papers using
the SVD approach [1, 4].

5. Results and Discussion. The neural network fitting function is set to show five
different metrics of network performance: Loss function value, Accuracy, Precision, Recall
and F1-Score (for more explanation see Chinchor [19]). This is done to have a wider set
of information on the network’s performance. The actual training on the network is of
course set to minimizing only the Loss function value. The network’s performance after
training for roughly 2000 epochs on the motion data is shown in Table 1. For comparison,
we also show the results of using GASF, GADF and MTF only as input data in Table 1.

As shown by Figure 4(b) as well as Table 1, the convolutional neural network achieves
great classification results on the available data. It also seems to not make much of a
difference if all three matrices (GASF, GADF and MTF) are used simultaneously or on
their own, although using all three matrices should be preferred as they include more
information of the data. It should also be noted that while we believe the imaging ap-
proach to be an effective way of encoding time series features, other methods of direct
time series data input also exist. Particularly in a 2017 paper by Wang et al. [7] other
neural network methods which use the direct time series as input without pre-processing
seem to be proving effective also. In a quick test of the ResNet used in said paper the
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Table 1. Network performance on unseen validation data after training
for around 2000 epochs. For comparison, performance of using all three
matrices simultaneously as well as alone has been recorded. The metric
values are given up to 3 decimal places.

Input Loss function value Accuracy Precision Recall F1-Score
{GASF, GADF, MTF} 0.170 1.0 1.0 1.0 1.0

GASF only 0.102 1.0 1.0 1.0 1.0
GADF only 0.090 0.991 0.999 0.799 0.888
MTF only 0.104 0.991 0.999 0.999 0.999

same high accuracy as with our imaging approach was achieved, although it is difficult
to judge which one of the two has a higher performance from a test on this one dataset
alone.
In order to check whether this was merely a “lucky” validation split multiple tests with

different random splits have been performed and showed the same result. This validates
the initial hypothesis that data from sensor S2 on the left thigh (see Figure 1) alone is
enough to distinguish different test subjects by their accelerometer motion data. This
result is also consistent with the conclusion of Akiduki et al. [1, 20] and Kamio et al. [4]
that differences between subjects can be found purely from their gait accelerometer data.
In [1], the highest degree of class separation was found for sensor S3 (positioned on the
lower back of the subject), suggesting that sensor S3 most clearly differentiates the gait
motions of the subjects. For this paper, data from sensor S2 (positioned on the left thigh
of the subject) was used in order to classify the data by subject. Since the results already
successfully classify the data, attempts using data of other sensors were not made. The
position of both sensor S2 and sensor S3 suggests however that the core muscle area of
the body (abdominal, pectoral, back and gluteal muscles) plays a crucial role in motion
identification.
To compare further with the previously mentioned papers, Figure 5 shows the filter

output of the network after the first convolution layer. Since the GASF, GADF and MTF
images themselves are already encoded the filtered images too do not show an intuitive
pattern for humans. However, it is noticeable that the network seems to develop filters that
either focus on the Gramian matrices (e.g., row 1, image 3) or on the MTF matrix (e.g.,
row 3, image 2). This is in line with the notion that the Gramian matrices encode time
series features together, whereas the MTF matrix encodes dynamic time series features
by itself. Secondly, Figure 5 also contains some filters that are blank (e.g., row 1, image
2). This suggests that the network ended up not needing these filters at all and that a
network that is not as deep would have also sufficed to classify the data.
The methodology proposed in this paper also has some limitations. The original mea-

surement of the subjects’ walking motion recorded three different walking speeds per
subject: normal speed, slow speed and fast speed. Like in the previous papers only “nor-
mal speed” data is used. Whether the neural network’s performance of this paper could be
replicated if all speed data was included is unknown as it would introduce vastly different
time lengths per gait frame. Other than changing the walking speed other environmental
variables of the experiments could also be introduced (e.g., rocky path or stairs instead
of flat path, sports shoes vs. hiking boots, slope of the path). These variables’ influence
on network performance is unknown as no such experiments were conducted. The origi-
nal purpose of the experiment was to obtain accelerometer motion data from humans in
order to investigate the obtained signals [2]. Many papers have since been written using
data from this same experiment (see for example the aforementioned Akiduki et al. [1]
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Figure 5. Output images of a gait-frame after going through the 32 filters
of the first convolution layer. GASF, GADF and MTF are shown as three
color-channels of the respective images.

or Kamio et al. [4]). It is however safe to assume that introducing more variables would
make classification more difficult. On the other hand, more intrinsic information about
the subject’s movement features could be extracted and a truer classification might be
achieved. Another limitation of the method is that only the 13 subjects on which the
network was trained can be identified by their walking data. Previously unseen subjects
are not incorporated into the network structure. For this to be achieved the number of
subjects (i.e., the number of classes of the neural network) would have to be increased or
subjects would have to be represented by body features such as age or physique rather
than a single ID-digit. Following this paper, future work could attempt such a body-
features based classification. If instead the number of people were to be increased for
the current network configuration, (e.g., to 50, 100, 1000) the required parameters of the
deep neural network would need to have hyper-linear growth with respect to the class
number [21]. This in turn would tremendously increase computation time and make this
option not realistically feasible. Extension of this method to other types of movement
(e.g., swimming, jumping, tennis) could also be attempted.

6. Summary. The goal of this paper was to construct a convolutional neural network
in order to classify the human gait acceleration data used in papers such as [1]. The
classification classes in this case were to be the 13 different test subjects whose motion
data was recorded. In order to classify the data using the neural network, some data
pre-processing proposed by Wang and Oates [9] was applied.

From the time series data, three matrices were created: the Gramian Angular Sum
Field, the Gramian Angular Difference Field and the Markov Transition Field. The GASF
and GADF matrices rely on Gramian matrix properties together with a polar coordinate
transformation of the data. The MTF matrix encodes dynamic properties of the data
with each entry representing transition probabilities from one quantile bin to another.
The size of the matrix was chosen to be the full resolution (402× 402) so as to not blur
over edges of independent accelerometer sensor datas.

Inspired by a similar GitHub project written in Caffe code a convolutional neural net-
work was constructed using Keras in Python [14]. The network was adapted and some
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changes were made in order to improve network performance. The hyperparameters of
the network were chosen using 5-fold cross validation. Methods against overfitting include
Dropout layers, L2-regularization and an earlystop mechanism during training which re-
stores the weights at which the validation-loss was at its minimum.
The performance of the network after training gave outstanding classification results of

100% accuracy on the 57 randomly selected validation samples. It is thus consistent with
the conclusions of Akiduki et al. [1] that the degree of separation between the motion
data is high enough for different subjects to be identified by their motion data alone.
Limitations of this approach such as comparatively small sample size and considering only
one walking speed were discussed. While neural networks excel at learning to classify data
using gradient descent, the way how the input is classified is relatively nontransparent
since it is hidden behind the vast weight-matrix of the network. The network offers
concrete classification output; however, it does not provide intrinsic information about
the data like the singular value decomposition [1, 4] or the attractor trajectory method
[20] can.
The (402× 402× 3) size of every data input makes the calculation and training of the

network somewhat lengthy (on the employed server with two GPUs (GeForce RTX 2080
Ti) around 2 hours). Blurring each individual time series data set (one axis of one sensor
of one gait frame vector) could resolve the aforementioned “blurring over edges”-problem
and result in smaller, more manageable matrix sizes.
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